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ANALYTICS-ASSISTED TRIAGE OF
WORKERS’ COMPENSATION CLAIMS
Ivan Lebedev, Inna Kolyshkina, Marcus Brownlow,
and Colin Khoo
Abstract
The paper presents a case study into using advanced data analytics for identifying
predictors of future claim duration and developing prediction rules usable by a
computer. The aim was to predict whether or not a claim will continue receiving
income support 1 year past injury from the information available at 13 weeks after injury.
We identified 36 claim characteristics that indicate increased likelihood of claim
duration exceeding 1 year. Using the associated business rules, it was possible to
segment the whole set of claims into the high-risk segment (80% probability of staying 1
year or more) and low-risk segment (30% probability of staying 1 year or more).
The paper follows the main stages of developing the model and discusses the
algorithms that were used.
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Introduction

Advanced analytics techniques are successfully used in the insurance industry
worldwide to improve claims analysis and prediction. These methods are effective with
noisy, sparse and otherwise suboptimal data and are suitable in complex situations
characterised by a large number of potential predictors, multicollinearity of predictors,
the presence of categorical variables that take a large number of values, etc.
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There are multiple examples of successful use of the advanced analytics techniques in
the insurance industry in the last 15 years. For example, Guo (2002) used advanced
analytics to analyse mortality at advanced age, Kolyshkina et al (2004) applied the
approach to enhance the modelling of the ultimate incurred number of claims, and
Conort (2012) described how Boosted Regression Trees enhance actuarial modelling
giving examples from Third Party Motor claims frequency modelling. Kolyshkina and van
Rooyen (2006) used advanced analytics in modelling of workers’ compensation claims
cost. The use of data analytics in other areas of workers compensation, such as fraud
detection, has been discussed by Francis (2008).
One of important tasks in workers’ compensation is to identify claims with a high risk of
long duration, because such claims significantly drive up insurance costs. The ability to
reliably identify claims that will remain on income support for more than one year is very
desirable as it would allow case managers to develop the appropriate recovery and
return to work strategy.
In 2014, ReturnToWorkSA undertook a proof of concept project to explore the potential
usefulness of advanced data analytics capability for the business. The case study
selected for this purpose aimed to predict the likelihood of claims staying on income
support for 1 year or more from the date of lodgement (hereafter, this event will be
referred to as “becoming long-term”) using the information available at 13 weeks from
lodgement. A further requirement was that the prediction model should be easily
interpretable by the business.
The 13-week starting point was selected for two reasons. From the claims management
perspective, 13 weeks is an important milestone when a claim usually undergoes a
review to reassess the return to work prospects and develop the appropriate case
management strategy. From the modelling viewpoint, by 13 weeks the insurer typically
holds a wealth of information about a claim that includes things like detailed coding of
the injury (nature of injury, body location, mechanism and agency of injury), records of
medical certificates, unit records of medical and other services and income support
payments, etc. It was envisaged that this diverse and rich information set would
increase the likelihood of success and help to demonstrate the power of advanced
data analytics.
This paper presents the case study described above, providing the details of the
analytical tools that were used and highlighting the issues that were critical for
achieving success with this challenging problem. The paper is organised as follows.
Section 2 presents the structured approach that we advocate for all data analytics
projects including this one and describes the actual data modelling work that has been
done; the narrative follows the stages of the structured approach. A summary of
2
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project outcomes and key learnings are given in Section 3. Key features of the data
analytics tools that we used can be found in the Appendices.
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2

Prediction model development

2.1

Structured approach to data analytics projects

Following a defined approach is essential for achieving success in data analytics
projects. A sound approach ensures that the data is used in the most efficient way and
that the deliverables meet the business needs of the customer.
Further to Kolyshkina and Simoff (2007) who describe best practices of analytics
process, we advocate a structured process for data analytics solutions development
that has been derived from practical experience over many years of working with real
world business data and pressure-tested in many commercial environments. Our
approach (Figure 1) seeks to address the concerns of transparency and auditability of
the results and the approach as well as the need for a flexible and pragmatic data
analysis methodology that works with contemporary algorithms and software.

Stage 1

Stage 2

Stage 3

Stage 4

Stage 5

Stage 6

Figure 1: General use data analytics process map showing the key stages (left to right) and
subcomponents of each stage (top to bottom).

The remainder of this section follows the stages of the process map depicted in Figure 1.
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2.2

Stage 1 - develop business understanding.

As mentioned earlier, the aim of this project was to develop a model that would predict
the probability of a claim staying on income support for 1 year or more from the date of
lodgement (hereafter, this event will be referred to as “becoming long-term”) using the
information available at 13 weeks from lodgement.
Under the South Australian legislation, workers who cannot work as a result of a
workplace injury are entitled to weekly income support payments that cover the gap
between the worker’s income before and after the injury and may take the form of
either full salary replacement or top-up payments for those capable of part-time work.
Although the detailed rules about the duration of income support are fairly
complicated, for the great majority of injured workers weekly payments continue until
full recovery and return to work. Whilst the Return to Work Act that came into effect on
1 July 2015 limited the entitlement to income support to no more than 2 years, this cap
applies after the 1-year mark and, therefore, has little impact on claims becoming longterm based on the definition above.
On average, by 13 weeks after claim lodgement more than 80% of claims will have
returned to work. The remaining ones must have had certain barriers that prevented
them from making a recovery. These barriers are commonly related to either the
severity of the underlying medical condition or psycho-social factors such as the
relationship with employer, the attitude towards one’s job, worker’s general resilience to
suffering and hardship, etc. Doctors and lawyers - key players in the workers’
compensation field – can have a strong influence, both positive and negative, on the
return to work outcomes of their patients/clients.
At 13 weeks post-lodgement, a claim will have established a significant history that
includes the details of the medical diagnosis and treatment, interactions with the GP
and specialist doctors, entitlement payments, etc. While each individual element of this
data may not be particularly predictive, the business case set out to check whether
advanced data analytics would allow one to identify the patterns and combinations
that reliably predict high or low probability of a claim becoming long-term.
As such, the success criteria defined for this project were:
 to develop a prediction model that would materially outperform a simple one
based on scheme averages, and
 to express the model in the form of decision rules that could be understood and
interpreted by the business
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2.3
Stage 2 - developing data understanding
The modelling was based on the outcomes for 17,000+ claims incurred between 2005
and 2011 and still on income support at 13 weeks after date received. The complete
information set available for modelling covered several domains and was developed in
consultation with SMEs from both technical and business areas:
 Injured worker attributes, e.g., date of birth, gender, occupation, average
weekly earnings, residential address, etc.
 Injury attributes , e.g., injury date, the information on the nature, location,
mechanism and agency of injury coded according to the national Type of
Occurrence Classification System (TOOCS)
 Employer attributes (size, industry classification, etc.)
 Transactional data of the form “many records per claim”:
o Details of all past payments, e.g., payment amount, service date,
payment date
o Details of treating providers (e.g. doctor speciality, name of the clinic,
etc.)
o Details of pharmaceutical purchases (e.g., drug category, date
purchased)
o Details of past medical certificates, e.g., start and end date of incapacity,
incapacity type (full/partial), date issued
o Details of income support payments, e.g. start and end date of
incapacity period, amount, proportion of hours worked for partially
incapacitated workers
 For workers with the existing claims history with ReturnToWorkSA, all of the above
information was available not only for the current claim, but also for all prior
claims.

2.4

Stage 3 - Preliminary analysis.

2.4.1

Data exploration, key features and issues

In addition to the extremely broad span of the data across several business domains,
the key features that significantly complicated the modelling were a large degree of
random variation, data sparseness, multicollinearity and the fact that the majority of
the potentially important predictors were categorical with large number of categories..
Identifying these features helped guide our selection of the modelling approach.
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2.4.1.1 Random variation
As mentioned earlier, the event of a claim becoming long-term is influenced by many
factors other than the underlying medical condition and worker’s age. Strong variability
of claim duration for a given injury type and age is illustrated in Figure 2.

Figure 2: Two-way analysis of claim duration versus age and nature of injury. The blue curve shows
generalised additive model (GAM) fitted in the data and the dark grey region around it shows the
corresponding confidence interval band. A high degree of variability for injured workers of the same age
and injury type is clearly visible.

This and other exploratory analyses revealed strong random variation in the data,
indicating the need to utilise a large number of predictors and their interactions in order
to reduce the prediction error to an acceptable level.
2.4.1.2 Sparseness
Most of the available variables were categorical, with a large number of categories
and, in some cases, few observations in certain categories. Such sparseness presented
a significant challenge.
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To accurately estimate a model using traditional methods (e.g. GLM) it is necessary to
have more data records than model parameters. In our case, if we wanted to directly
estimate the impact of all variables and their interactions, the number of parameters
would have exceeded the number of available cases. For example, given that the
variable Injury Nature has 143 categories and Body Location of Injury has 76 categories,
including in the analysis the interaction of these variables would require estimating
143*76 = 10,868 parameters. Overlaying these interactions with Gender with 2
categories would require 10868*2 = 21,736 parameters, which already exceeds the
number of records in the modelling dataset.
To address these issues, we had to review and regularise categorical variables and
select data analytics methods capable of working with wide datasets.
2.4.1.3 Multicollinearity
There was a high degree of multicollinearity between numerical variables in the data,
for example the number of medical services and their cost, worker age and the
number of prior claims, etc.
To minimise the adverse impact of multicollinearity, we undertook data cleansing that
identified and excluded redundant variables highly correlated with others. We then
chose modelling techniques that are known to give good results even in the presence
of correlated predictors.
2.4.2

Data pre-processing

Data pre-processing aimed to address the detected data issues and maximise the
predictive value of the data. Such pre-processing is an important step in the modelling
process. Despite the power of contemporary data science algorithms, the GIGO
(garbage-in, garbage-out) principle still holds true.
2.4.2.1 Removal of redundant information
We applied correlation analysis to identify the variables that were highly correlated to
each other and could be removed from the analysis.
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2.4.2.2 Review and transformation of categorical variable
A significant effort was required to restructure some of the categorical variables to
make them more suitable for use in modelling.
For example, the Type of Occurrence injury coding which used the hierarchical TOOCS
classification, has a wide gap between the highest level (e.g., nature of injury group)
and the lowest level (e.g., individual nature of injury). As a result, some of the high-level
categories were too broad to be useful, while some of the low-level categories had too
little support (i.e., number of claims in the dataset). To address this situation, we
converted the hierarchical structure into a single layer, aiming to achieve a more
uniform coverage of the full set of claims in the modelling data set. To this end, low-level
categories with large support were raised up in the hierarchy, high-level categories with
small support were lowered down and low-level categories with small support were
amalgamated with similar ones.
2.4.2.3 Creating a predictor that combines nature of injury and body location
Since injury location and nature were thought of as some of the most important
predictors of claim duration, an important step was to combine the nature of injury and
body location into a single variable which enabled us to concentrate only on the
combinations that occurred in practice.

2.5

Stage 4 - Main analysis

The main analysis involved evaluation of the predictive potential of the available
predictors, enrichment of the data with new predictors to bring model accuracy to an
acceptable level, and the development of the final rules-based model.
2.5.1

Evaluate predictive potential of the available predictors

To efficiently evaluate what accuracy could be achieved with the chosen predictors,
we employed three different data science methods that have proven their excellence
at extracting maximum predictive power from the data: Random Forests, GBM and
LASSO. A brief overview of these methods is given in Appendix B.
The results were consistent for all the methods used and showed that only 11-13% of the
variability as measured by R-squared - equivalent measures was explained by the
models.
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This was further illustrated by the results of segmentation based on the available
information: the segmentations performed by Conditional Inference Trees, classical
Classification and Regression trees and cluster-based approach were consistent in
producing
only two main claim segments with poor separation between the
probability of becoming long term (Figure 3).

Figure 3: Initial segmentation of claims. The separation between high-risk and low-risk segments is small
and does not meet the business objectives.

This result did not meet the business expectation and we, therefore, sought to enrich
the data with additional information in the hope of improving the modelling outcome.
It is important to note that such evaluation of the scope and suitability of the initially
provided data is a typical and important part of analytic solution building.

10

Analytics-assisted triage of workers’ compensation claims

2.5.2

Data enrichment

Further exploratory analysis established that in two thirds of all cases the claimant had
had a previous relationship with ReturnToWorkSA. Details of this relationship were only
partly covered in the original data layout used for the analysis. This suggested that
enriching data with detailed information about claimant’s previous history might
significantly improve the accuracy.

Using the input from the SMEs and external research in worker compensation claim
duration prediction (for example, Cheadle et al (1994), Hogg-Johnson and Cole (2003),
and Krause et al (2001)), we enriched the data with additional variables, including:
 lag between injury occurrence and claim lodgement (claim reporting lag);
 information on the treatment received (for example, type of providers visited,
number of visits, provider specialty);
 information on the use of medications and, specifically, on whether a potent
opioid was used.
Of particular relevance was the incorporation of claimants' prior claim history, including
previous claim count, type and nature of injury and any similarity with the current injury.
As previously, we used Random Forests, GBM and LASSO methods for assessing the
predictive value of the data. There was a 15% increase in the proportion of variability
explained by the model. The modelling allowed us to identify 36 most significant
attributes for classifying claims into high- and low-risk segments. The top 12 predictors
are shown in Figure 4 and the complete list is given in Table 1 (Appendix A).
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Figure 4: Top 12 predictors for the risk of a claim becoming long-term. The green line shows the extent of
the importance of each predictor as established by Random Forests, GBM and LASSO analysis on the scale
from 0 to 100.

2.5.3

Building and evaluating a rule-based model

The business required the probability of a claim becoming long-term to be expressed in
the form of intelligible business rules. To achieve this, we used Decision Trees in
combination with Association Rules analysis. More details of these techniques are given
in Appendix B.
2.5.3.1 Step 1 - Decision tree segmentation
Conditional Inference and C&RT Decision Trees produced consistent results and similar
segments, which confirmed the robustness of the approach.
While the resulting segments made business sense, there was still room for improving the
model accuracy by refining the larger segments. This was done using the Association
Rules.
2.5.3.2 Step 2. Refining larger claim segments via Association Rules approach
To enable the extraction of Association Rules, all continuous variables were converted
into the categorical form, where the cut-off points for the resulting variables were
identified applying a Multivariate Adaptive Regression Splines model (see Hastie et al
(2009) for detailed discussion on MARS).
The Association Rules were extracted using the Apriori method run within the segments
selected for further refinement. Cross-validation (similar to the approach outlined by Liu
et al, 2001) was used to ensure robustness of the final result.
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2.6

Stage 5 – Evaluation of results

2.6.1

The final triage model

The final model allows one to allocate a claim to one of 6 segments shown in Figure 5
on the basis of 36 characteristics listed in Appendix A.

Figure 5: Segmentation of claims by the final model

There is a good separation between the high-risk segments (1 and 2) and low-risk ones
(5 and 6). As mentioned before, the ability to reliably (in our case with 4 out of 5
success rate) identify claims that will remain on income support for more than one year
is very desirable as it would allow case managers to develop the appropriate recovery
and return to work strategy.
The rules were designed to be easily interpretable by the business.
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The following example gives the excerpt of conditions for a case belonging to Segment
1 (note that the lists of nature and location of injury and provider group are very long
and have been truncated):
1.
Nature and location of injury for the claim immediately prior to the current claim
was: LOWER BACK DORSOPATHIES DISORDERS OF THE SPINAL VERTEBRAE, LOWER BACK
SOFT TISSUE INJURIES, NECK AND SHOULDER, NECK BONES MUSCLES AND TENDONS,
PSYCHOLOGICAL SYSTEM IN GENERAL, ANXIETY STRESS DISORDER etc.
2. Level of incapacity registered by the last known medical certificate was “TOTAL”
3.
Nature and location of injury for the claim was: LOWER BACK DISC DISPLACEMENT
PROLAPSE DEGENERATION OR HERNIA, LOWER BACK DORSOPATHIES, LOWER BACK
TRAUMA TO MUSCLES, NECK BONES MUSCLES AND TENDONS, NECK BONES MUSCLES
AND TENDONS DISC DISPLACEMENT, PSYCHOLOGICAL SYSTEM IN GENERAL ANXIETY
STRESS DISORDER, etc.
4.
Provider group most frequently visited was: DIAGNOSTIC RADIOLOGY, GENERAL
SURGERY, OCCUPATIONAL MEDICINE etc.
2.6.1.1 Quality assurance and testing
Throughout the process of model building we applied the technique called ‘crossvalidation’ for model evaluation.
The basic idea for a whole class of model evaluation methods called cross validation is
as follows. Some of the data is removed before modelling begins. Then the data that
was removed is used to test the performance of the model on “new” data.
In our work to test and evaluate models, additionally to R-squared analysis and lift
calculation we applied k-fold cross validation with k=10. For this approach, the data set
is divided into k subsets, and the holdout method is repeated k times. Each time, one of
the k subsets is used as the test set and the other k-1 subsets are put together to form a
training set. Then the average error across all k trials is computed. See Han, Kamber and
Pei (2012) for detailed discussion of cross-validation.
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3

Conclusions

3.1

Summary of outcomes

In this project we aimed to develop a set of human-readable, easily interpretable and
easy to deploy business rules that would allow one to predict the likelihood of a claim
continuing on income support for more than 1 year from lodgement from the
information available at 13 weeks from lodgement.
We followed a structured, auditable and repeatable analytics methodology to
evaluate the suitability of the available data and perform the required cleansing and
transformation. We used the data science techniques GBM, Random Forest and LASSO
to evaluate the predictive potential of the data and identify the most important
predictors from the hundreds of available data fields.
When the predictive potential of the original data was found insufficient, we enriched
the data with the additional variables chosen in consultation with SMEs and significantly
improved the prediction accuracy.
The final model allowed us to allocate claims to six segments. High-risk segments
included approximately 10% of all claim population and have the expected probability
of the claims becoming long-term of approximately 80% which is significantly higher
than the population-average probability of 55%. Conversely, the low-risk segments
include approximately 25% of the population and have 30% probability of claims
becoming long-term, which is significantly below the population average.
The models were expressed in the form of human-readable decision rules that can be
easily converted into computer-based triage algorithm.
3.2

Key learnings

3.2.1

The importance of data pre-processing

Although one might think that decision tree-based methods could work with the raw
categorical data and that the binary splitting algorithm would automatically
amalgamate small categories into larger groups, in reality this is not the case. Our
experience in this and other projects is consistent with the view expressed in many
sources, for example Pyle (1999), Pyle (2004) and Zikmund (2003) that thorough review,
cleansing and regularisation of data is essential for building a good prediction model.
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3.2.2

The use of expert advice

One of the key learnings from this project was the appreciation of the critical role of
expert business knowledge in achieving good outcomes. It is by consulting the subject
matter experts that we were able to identify that the history of prior claims can be
added to the model. This was the major breakthrough that allowed us to significantly
improve the prediction accuracy.
3.2.3

The use of specialised analytics tools

The approach that worked very well in this project was to first focus on achieving a
satisfactory prediction accuracy and then concentrate on developing the final model
that meets specific business requirements.
When targeting accuracy, by using the tools that extract the greatest amount of
predictive power from the data we were able to quickly assess the inadequate
predictive potential of the initial dataset and direct our efforts to data enrichment.
At the stage of developing the final model we already had a defined set of predictors
to work with and could concentrate our efforts on refining the model itself. It should be
noted that depending on the business requirements, the final model could have been
developed not only in the form of decision rules, but also in any other form (e.g., GLM)
required by the business.
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Appendix A – Significant predictors
Table 1: The list of 36 predictors of the probability of a claim becoming long-term in descending order of
importance

1.
2.
3.
4.
5.
6.
7.
8.
9.
10.
11.
12.
13.
14.
15.
16.
17.
18.
19.
20.
21.
22.
23.
24.
25.
26.
27.
28.
29.
30.
31.

Combined nature and location of injury (e.g. “shoulder bursitis”)
Age at injury
Incapacity description from the last known medical certificate
Specialty of most frequented provider
Combined nature and location of injury for the claim immediately prior to the
current claim
Income estimate
Requires interpreter flag
Mechanism of injury
Occupation
Industry classification code
Days in week 11 to week 13 when the worker had a medical certificate for total
incapacity
Lag between injury and its report
Rehabilitation payment amount
Days in week 11 to week 13 when the worker had a medical certificate for total
incapacity
Worker gender
Income support payment amount
Hospital payment amount
Medical payment amount
Flag: employer's obligation to pay the first 2 weeks of income maintenance was
waived (yes/no)
GP visits count
Medical certificates count
Similar injury flag
Provider id or group classification
Legal cost prior claims flag
Predominant clinic id or group classification
Other payment amount
Psychological treatment for prior claims flag
Potent opioid use flag
Average prior income maintenance claims duration in weeks
Psychological treatment flag
Same injury as in previous claim flag
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32.
33.
34.
35.
36.

Investigation current claim flag
Ratio of percentage of the days with medical certificate stating total incapacity
in weeks in 1 to 4 to weeks 5 to 7
Total visits to chemist count
Sequelae flag
Proportion of predominant provider visits count to overall provider visits
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Appendix B - Overview of data analytics methods used in the project
Classification and Regression Trees (decision trees, recursive partitioning models)
The decision trees use sequential binary splits to allocate objects to segments with
similar values of the predicted variable. The splits represent simple yes/no responses to
attribute-specific questions, for example, “number of prior claims >3” (yes/no). The
binary splitting starts from the top and at each successive step uses trial and error to
identify the split variable and split level that minimise the goodness of fit error over the
remaining data segment. As the optimisation during the tree growth targets just the
next immediate step, the resulting tree is not optimal in the global sense.
Despite the relatively poor performance of a single decision tree, the decision tree
family of models has become very popular. The increase in prediction power for these
models comes from aggregating the decisions of tree ensembles to arrive at the final
forecast.
Detailed technical descriptions of this method can be found in Hothorn et al (2006) and
Hastie et al (2009).
Random Forests
In the Random Forest, the algorithm randomly selects a small number of predictors from
their full collection, builds a decision tree and saves it. In a single run of the model, one
typically “grows a forest” of several thousand trees. The decisions of the trees are then
combined and the prediction supported by the largest proportion of the trees in the
forest (in our case, this is the binary outcome of whether a claim will become long-term)
is selected as the Random Forest model prediction.
The Random Forest algorithm can be used when predicting both categorical and
numerical outcome. It shows excellent performance even when most predictive
variables are noise and when the number of variables is much larger than the number
of observations. Whilst the resulting model cannot be readily interpreted in terms of any
intelligible business rules, the algorithm does return the measures of importance of the
predictors in the model.
The following articles provide further information about this method: Breiman (2001),
Lariviere and Van den Poel (2005) and Jirapech-Umpai and Aitken (2005).
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Generalised Boosted Regression Models
Generalised Boosted Regression Models (GBM) is a different type of method for fitting a
collection of decision trees. The GBM algorithm grows a large ensemble of short (i.e.,
with a small number of binary splits) decision trees. Each successive tree is fitted to the
residuals between the actuals and the prediction based on the previous trees. This
directs the tree-growing process to the areas of the poorest fit of the current tree
sequence and improves (boosts) the predictive power.
Boosted regression trees incorporate important advantages of tree-based methods,
handling different types of predictor variables and accommodating missing data. They
have no need for prior data transformation or elimination of outliers, can fit complex
nonlinear relationships, and automatically handle interaction effects between
predictors. Although GBM models are complex, they can be summarized in ways that
give powerful business insight, and their predictive performance is superior to most
traditional modelling methods.
Further information about this method can be found in Friedman (2001), Friedman and
Meulman (2003) and Friedman, Hastie and Tibshirani(2000).

LASSO
The LASSO (Least Absolute Shrinkage and Selection Operator) is similar to linear
regression, but the cost function used for finding the regression parameters includes
both the sum of squares of the residuals (as in the traditional regression) and the sum of
absolute values of the regression parameters. This introduces a trade-off between the
model accuracy and the number of predictors. The trade-off facilitates shrinkage and
selection, whereby the model by itself selects only the most important predictors and
drops the less significant ones.
LASSO is one of the most efficient advanced analytics methods that produces output
similar to that of linear regression, but is not limited by real-world data features such as
large number of predictors or multicollinearity.
Further information about LASSO can be found in Tibshirani (1996), Fuchs (2001) and
Efron, Johnstone, Hastie and Tibshirani (2002).
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Conditional Inference Trees
Conditional inference tree is an advanced type of a decision tree described earlier.
Two fundamental problems of exhaustive search procedures usually applied to fit
decision trees are over-fitting and selection bias towards covariates with many possible
splits or missing values. While pruning procedures are able to solve the over-fitting
problem, the variable selection bias still seriously affects the interpretability of treestructured regression models. Conditional inference trees provide unified framework for
recursive partitioning which allows one to overcome the above limitations and embeds
tree-structured regression models into a well-defined theory of conditional inference
procedures.
More details about the conditional inference trees can be found in Torsten, Hornik
Zeileis (2006).

Association Rules
Association rules (using Apriori algorithm) is one of the mainstream advanced analytics
techniques. It allows one to find answers to the following question: given a set of
transactions or rows, find rules that will predict the occurrence of an item based on the
occurrences of other items in the transaction.
The Apriori algorithm calculates rules that express probabilistic relationships between
items in frequent item sets For example, a rule derived from frequent item sets
containing A, B, and C might state that if A and B are included in a transaction, then C
is likely to also be included.
An association rule states that an item or group of items implies the presence of another
item with some probability.
In contrast to the mutually exclusive decision tree rules, the association rules extracted
by the Apriori algorithm can overlap and may contain redundant criteria. The raw
output of the algorithm may require a significant amount of cleansing to bring it to the
“business grade” form.
Further details on the association rules mining can be found in Piatetsky-Shapiro(1991),
Agrawal et al (1993), and Hipp et al (2000).
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